
Genetic Epidemiology (2009)

A Note on Permutation Tests for Genetic Association Analysis of
Quantitative Traits When Variances are Heterogeneous
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The genetic dissection of quantitative traits, or endophenotypes, usually involves genetic linkage or association analysis in
pedigrees and subsequent fine mapping association analysis in the population. The ascertainment procedure for
quantitative traits often results in unequal variance of observations. For example, some phenotypes may be clinically
measured whilst others are from self-reports, or phenotypes may be the average of multiple measures but with the number
of measurements varying. The resulting heterogeneity of variance poses no real problem for analysis, as long as it is
properly modelled and thereby taken into account. However, if statistical significance is determined using an empirical
permutation procedure, it is not obvious what the units of sampling are. We investigated a number of permutation
approaches in a simulation study of an association analysis between a quantitative trait and a single nucleotide
polymorphism. Our simulations were designed such that we knew the true p-value of the test statistics. A number of
permutation methods were compared from the regression of true on empirical p-values and the precision of the empirical
p-values. We show that the best procedure involves an implicit adjustment of the original data for the effects in the model
before permutation, and that other methods, some of which seemed appropriate a priori, are relatively biased. Genet.
Epidemiol. 2009. r 2009 Wiley-Liss, Inc.
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INTRODUCTION

A contentious theme in conducting whole genome
linkage or association studies is the assessment of statistical
significance [Curtis, 1996; Lander and Kruglyak, 1995;
Storey and Tibshirani, 2003; Witte et al., 1996]. On the one
hand, the rate of false positives needs to be controlled due
to the inherently multiple testing nature of whole genome
linkage and association analyses. On the other hand, whole
genome linkage and association signals are expected to be
small and are therefore easily overlooked (false negatives).
A simple Bonferroni correction, for example, is too
conservative if multiple tests are not independent. As
map density increases, the number of tests goes to infinity
and a Bonferroni correction is not appropriate. In addition,
experimental factors that influence the amount of informa-
tion extracted from the data set such as pedigree structure,
the completeness and accuracy of genotype data, and

marker density are expected to have substantial effects,
both on the power of a study to detect true effects and on
the significance of any finding. Several alternatives have
been developed to determine the statistical significance of
whole genome linkage or association results. These meth-
ods include locus counting methods [Wiltshire et al., 2002],
Monte Carlo procedures [Lin and Zou, 2004], false
discovery rates [Benjamini and Hochberg, 1995], bootstrap
methods [Efron, 1979], and simulation procedures
[Cheverud, 2001]. Although these methods are elegant
and computationally efficient, they are often dependent on
certain model assumptions and cannot incorporate experi-
mental-specific characteristics (such as the pattern of
missing data, genetic informativeness, multivariate traits,
and structure of the pedigree) all of which can influence the
distribution of the test statistics. Therefore, it is commonly
agreed that accurate estimates of genome-wide statistical
significance are best obtained empirically through permu-
tation tests that condition on the observed data [Churchill
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and Doerge, 1994; Douglas et al., 2000; Gordon et al., 2000;
Hirschhorn et al., 2001; Ott, 1999; Sawcer et al., 1997].

The ascertainment procedure for quantitative traits often
results in unequal variance of observations. For example,
some phenotypes may be clinically measured whilst others
are from self-reports [e.g., Macgregor et al., 2006], or
phenotypes may be the average of multiple measures but
with the number of measurements varying [e.g., Posthuma
et al., 2006]. The resulting heterogeneity of variance poses
no real problem for analysis, as long as it is properly
modelled and thereby taken into account. For example, in
a simple linear model of association analysis, a weighted-
least-squares (WLS) analysis is efficient, with the weights
inversely proportional to the variance of the observations.
However, if statistical significance is determined using an
empirical permutation procedure, it is not obvious what
the units of sampling are. Should the variance of the
observation be permuted with the phenotype, with the
indicators of the effects in the model or with the residual?
In this study, we considered a number of permutation
methods for models in which WLS is efficient. We show
which of the methods is best and why it performs better
than others that appeared to be appropriate at first.

METHODS

MODELS

Consider a simple model for the additive association
between a quantitative trait (y) and the number of alleles
(xi 5 0, 1, 2) at a biallelic single nucleotide polymorphism
(SNP); yi ¼ b0 þ b1xi þ ei;or, in matrix notation, y 5 Xb1e.
If the errors have constant variance, for example,
e � Nð0; 1Þ, i.e., e�N(0, I), then the appropriate analysis is
ordinary least squares (OLS) and a permutation strategy to
test the hypothesis that b1 5 0 is to permute x and y
repeatedly and estimate b1 for each sample using OLS for
the model yi ¼ b0 þ b1xj þ ei; with subscripts i and j
denoting that the sample is permuted. An empirical two-
sided p-value can be calculated from the proportion of
estimates of b1 from the permuted samples that are larger
than the estimate of b1 from the original unpermuted
sample. In a specific sample, given a sufficiently large
number of permutations, the empirical p-value from
permuted samples is (asymptotically) identical to the
theoretical p-value obtained from comparing the test
statistic from the original, i.e., unpermuted, sample to the
theoretical distribution of the test statistic under the null
hypothesis. In other words, provided all assumptions of
the OLS model have been met, the expected difference
between the theoretical p-value and empirical p-value is
zero and its variance decreases with increasing numbers of
permutations.

The predicted variance of the difference between the
theoretical and empirical p-values can be easily derived.
Given a true value of p, the variance of the estimated
p-value from m permutations is pð1� pÞ=m, which follows
from the binomial distribution. Over replicate data sets,
the true p-values are uniformly distributed, if there is no
association between x and y. Therefore, the expected
variance of the difference between the theoretical (true)
p-value and the p-value from permulations is

Z 1

0

pð1� pÞ

m

� �
dp ¼ � � � ¼

1

6m
:

Hence the SD of p�pemp is 1=
ffiffiffiffiffiffiffi
6m
p

, with pemp represent-
ing the empirical p-value. For example, given m 5 100, 500,
1,000, and 5,000, the expected SD is 0.0405, 0.0182, 0.0128,
and 0.0057, respectively.

Now consider the same model:

yi ¼ b0 þ b1xi þ ei;

but with ei�N(0, vi), or, in matrix notation, y 5 Xb1e,
e�N(0, V). We assume here that V is diagonal. Note that
the subscript on the variance of ei indicates that the
residual variance may vary over the level of xi, i.e., the
regression may display heteroskedasticity. Given this, the
appropriate analysis is weighted (or general) least squares,
with b 5 (X0V�1X)�1X0V�1y, as opposed to b 5 (X0X)�1X0y,
in the homoskedastic case mentioned above. The question
is how to perform a permutation test to obtain the
appropriate empirical p-value. The key to any successful
permutation procedure is that (i) it should condition on the
‘‘design’’ of the experiment and (ii) should mimic the
simulation of y-values under the null hypothesis.

METHOD 1

In Method 1, yi and vi are permuted over xi and WLS is
performed on the same model as the original model. Thus,
we keep yi and its conditional variance vi together. This
permutation approach breaks up any association between
certain genotypic (x) values and the variance (weight) that
went with it in the original data, hence the ‘‘design’’
element of the experiment is not strictly maintained.

METHOD 2

On the original data, consider an equivalent model,
Ty 5 TXb1Te, or y�5 X�b1e�, with (T0T)�1 5 V. Letting
tii denote a diagonal element of T, we have tii ¼ 1=

ffiffiffiffi
vi
p

. In
scalar notation,

y�i ¼ b0x0ðiÞ þ b1x�1ðiÞ þ e�i

with y�i ¼ tiiyi; x0ðiÞ ¼ tii; x
�
1ðiÞ ¼ tiix

�
i :

The transformed data can now be analyzed with OLS
because the variance of the residuals is constant. To do the
permutation analysis, we permute y� and x0 over x1, and
analyze each permuted sample with OLS. This permuta-
tion approach is different from Method 1 because it
attempts to condition on both the x-values and the weights
that went with those x-values in the original data.
However, it does not fully capture the distribution under
the null hypothesis of no association between x and y
because the new y�-value—which is permuted—contains
an effect due to the ti�bi and this is inappropriately
attached to a different record after permutation.

METHOD 3

An intuitive method is to adjust the original y-values by
the estimates of the mean and regression coefficient, and
then to permute residuals ê over x1, using WLS, or permute
ê=

ffiffiffiffiffi
s2

ê

q
over x1, using OLS. Since we work with residuals,

the relationship between the residual and x is zero, before
and after a permutation. Therefore, the following algo-
rithm was tested:

We first fit yi ¼ b0 þ b1xi þ ei; with s2
ei
¼ vi, i.e., fit the

standard WLS. The WLS solutions are called b̂0 and b̂1
(step 1). We then calculate êi ¼ yi � b̂0 � b̂1xi (step 2).
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Hence, residuals are calculated by adjusting for the fixed
effects. The second step can also be done by only adjusting
for the mean, i.e., êi ¼ yi � b̂0. This would be more
convenient if there were many correlated x variables (as
in, for example, a genome-wide scan), and does not seem
to have an impact on the behavior of the permutation test
(results not shown). If the null hypothesis is true (i.e., x
and y are unrelated), then adjusting for bx is simply
adding noise. If there is a real effect of x on y (i.e., b1 is not
zero) then not adjusting would result in greater residual
variance in the permuted samples than in the original
data, but this does not seem to have an effect on the p-
value (results not shown). We then continue with step 3:
Permuting ê against x and v, after which we calculate
y�j ¼ b̂0 þ êj

ffiffiffiffiffiffiffiffiffiffi
vi=vj

p
, where vi is the variance pertaining to xi

and vj is the variance applicable to the êj (step 4). Finally,
we fitted y�j ¼ b0 þ b1xi þ ei; with s2

ei
¼ vi, i.e., the original

model (step 5).
This procedure keeps the design constant (x and v

together) and creates y-variates under the null hypothesis
of no association between y and x.

SIMULATIONS

We simulated data under the null hypothesis of no
association between a quantitative trait and a biallelic SNP,
with allele frequencies p 5 0.5 and q 5 1�p. The genotypic
coefficients (xi; �1, 0, or 1) corresponding to the three
possible genotypes were sampled such that their frequen-
cies followed p2, 2pq, and q2. We also simulated data with a
continuous x variable by sampling xi from the uniform
distribution, i.e., xi � Uð0; 1Þ.

We simulated the data by letting the dependent variable
(y) to be a function of

yi ¼ b0 þ b1xi þ ei;

where b0 is the grand mean (fixed at 100), b1 is the
regression of the genotype on the trait, which was fixed at
zero under the null hypothesis, xi is an individual’s
genotype (�1, 0, or 1) or a continuous variable, and ei is
a residual distributed normally with variance which is a
function of z

ffiffiffiffi
w
p

, whereby z � Nð0; 1Þ and the weights w
are drawn from a discrete uniform distribution with

TABLE I. Results for the empirical p-values obtained from simulations according to Methods 1–3, with xi-values �1, 0,
and 1, sampled from a genotypic distribution assuming a biallelic gene and p 5 0.5

Method 1 Method 2 Method 3

nperm ncases True p p p�true p p p�true p p p�true p

100 100 Minimum 0.000 0.000 �0.172 0.000 �0.177 0.000 �0.163
Maximum 1.000 1.000 0.163 1.000 0.150 1.000 0.162
Mean 0.503 0.503 0.000 0.503 0.000 0.502 �0.001
Std. deviation 0.288 0.292 0.045 0.291 0.041 0.291 0.041

5,000 Minimum 0.001 0.000 �0.192 0.000 �0.142 0.000 �0.176
Maximum 1.000 1.000 0.159 1.000 0.154 1.000 0.156
Mean 0.503 0.502 0.000 0.502 �0.001 0.503 0.000
Std. deviation 0.287 0.290 0.041 0.290 0.040 0.290 0.040

500 100 Minimum 0.000 0.000 �0.098 0.000 �0.086 0.000 �0.080
Maximum 1.000 1.000 0.109 1.000 0.080 1.000 0.075
Mean 0.497 0.497 0.000 0.498 0.000 0.497 0.000
Std. deviation 0.287 0.287 0.027 0.288 0.019 0.288 0.019

5,000 Minimum 0.000 0.000 �0.077 0.000 �0.079 0.000 �0.073
Maximum 1.000 1.000 0.070 1.000 0.068 1.000 0.080
Mean 0.498 0.498 0.000 0.498 0.000 0.499 0.000
Std. deviation 0.289 0.290 0.019 0.289 0.018 0.290 0.018

1,000 100 Minimum 0.000 0.000 �0.119 0.000 �0.052 0.001 �0.050
Maximum 1.000 1.000 0.121 1.000 0.054 1.000 0.054
Mean 0.500 0.500 0.000 0.500 0.000 0.499 0.000
Std. deviation 0.290 0.290 0.024 0.290 0.013 0.290 0.013

5,000 Minimum 0.000 0.000 �0.062 0.000 �0.055 0.000 �0.055
Maximum 1.000 1.000 0.053 1.000 0.056 1.000 0.054
Mean 0.496 0.496 0.000 0.496 0.000 0.496 0.000
Std. deviation 0.291 0.292 0.013 0.292 0.013 0.292 0.013

5,000 100 Minimum 0.000 0.000 �0.081 0.000 �0.021 0.000 �0.020
Maximum 1.000 1.000 0.094 1.000 0.024 1.000 0.021
Mean 0.496 0.496 0.000 0.496 0.000 0.496 0.000
Std. deviation 0.288 0.288 0.020 0.288 0.006 0.288 0.006

5,000 Minimum 0.000 0.000 �0.028 0.000 �0.022 0.000 �0.023
Maximum 1.000 1.000 0.026 1.000 0.021 1.000 0.030
Mean 0.502 0.502 0.000 0.502 0.000 0.502 0.000
Std. deviation 0.286 0.286 0.006 0.286 0.006 0.287 0.006

Note: For readability only situations with ncases 5 100 or 5,000 are shown.
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values from 1 to 10, i.e., w�U(1, 10). The variance of the
trait is thus proportional to the square root of the weights.

For each simulated data set a WLS analysis was carried
out after which the data set was permuted to obtain

empirical p-values, using the three methods previously
described. For these analyses, the sample size (n) was 100,
200, 500, 1,000, or 5,000. The number of permutations (m)
was 100, 500, 1,000, or 5,000. A total of 5,000 replicates

Fig. 1. Scatterplots of empirical p-values vs. true p-values for Methods 1–3, including 5,000 replicates, 5,000 permutations, and

100 (a, c, e) or 5,000 (b, d, f) cases, when sampling xi from a genotypic distribution with a biallelic gene and p 5 0.5.
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were simulated. For each simulated replicate, the p-value
was obtained from an F table. All simulations were carried
out using the R software package (http://www.r-projec-
t.org/) and were run on the Genetic Cluster Computer
(http://www.geneticcluster.org).

RESULTS

Results for the simulations where xi-values are sampled
from a genotypic distribution are provided in Table I and
Figure 1a–f. Results for the simulations in which xi-values
are sampled from a continuous normal distribution are
provided in Table II and Figure 2a–f.

METHOD 1

The results of the simulations show that this method is
unbiased (i.e., the regression of empirical on theoretical
p-values is unity), but has random error around the
prediction of empirical p-values, even for large numbers of

permutations. Hence, for a given sample, and thus for a
given fixed set of x-values, there is a ‘‘prediction error
variance’’ that does not seem to reduce to zero with an
increasing number of permutations. This is because the
requirements for the permutation test (constant design and
sample under the null hypothesis) are not met. See Figure
1a, b. That is, y-values that contain a residual with large
variance become attached, after permutation, to a record
with supposedly small residual variance.

METHOD 2

The simulations show that if x1 is grouped (we looked at
three groups with x1 5�1, 0, or 1 with probabilities of 0.25,
0.50, and 0.25, respectively) this method works better than
Method 1. That is, the method was also unbiased, and gave
a smaller error around the regression line of empirical
p-values on theoretical p-values. However, when we
simulated x1 from a uniform (0, 1) distribution (see
Table II and Figure 2a–f), i.e., all x1 are different, then
the method performed worse in that it produced larger

TABLE II. Results for the empirical p-values obtained from simulations according to Methods 1–3, with continuous xi-
values sampled from a uniform distribution (0, 1)

Method 1 Method 2 Method 3

nperm ncases True p p p�true p p p�true p p p�true p

100 100 Minimum 0.000 0.000 �0.190 0.000 �0.180 0.000 �0.160
Maximum 1.000 1.000 0.180 1.000 0.360 1.000 0.150
Mean 0.503 0.504 0.001 0.504 0.001 0.503 0.000
Std. deviation 0.288 0.290 0.046 0.294 0.061 0.291 0.041

5,000 Minimum 0.001 0.000 �0.170 0.000 �0.180 0.000 �0.180
Maximum 1.000 1.000 0.170 1.000 0.480 1.000 0.190
Mean 0.496 0.496 0.000 0.495 �0.001 0.496 �0.001
Std. deviation 0.291 0.293 0.041 0.297 0.060 0.294 0.040

500 100 Minimum 0.000 0.000 �0.110 0.000 �0.100 0.000 �0.080
Maximum 1.000 1.000 0.130 1.000 0.490 1.000 0.070
Mean 0.502 0.503 0.001 0.502 0.000 0.501 �0.001
Std. deviation 0.291 0.291 0.027 0.294 0.049 0.291 0.018

5,000 Minimum 0.001 0.000 �0.070 0.000 �0.120 0.000 �0.070
Maximum 1.000 1.000 0.070 1.000 0.350 1.000 0.070
Mean 0.498 0.497 0.000 0.497 0.000 0.498 0.000
Std. deviation 0.288 0.289 0.018 0.292 0.049 0.289 0.018

1,000 100 Minimum 0.000 0.000 �0.100 0.000 �0.090 0.000 �0.050
Maximum 1.000 1.000 0.120 1.000 0.430 1.000 0.050
Mean 0.497 0.497 0.000 0.497 0.000 0.498 0.000
Std. deviation 0.286 0.287 0.024 0.289 0.047 0.287 0.013

5,000 Minimum 0.000 0.000 �0.050 0.000 �0.090 0.000 �0.050
Maximum 0.999 1.000 0.050 1.000 0.370 1.000 0.060
Mean 0.495 0.495 0.000 0.495 0.000 0.494 0.000
Std. deviation 0.288 0.288 0.013 0.292 0.047 0.288 0.013

5,000 100 Minimum 0.000 0.000 �0.080 0.000 �0.080 0.000 �0.030
Maximum 1.000 1.000 0.100 1.000 0.350 1.000 0.020
Mean 0.497 0.497 0.000 0.497 0.000 0.497 0.000
Std. deviation 0.292 0.292 0.021 0.295 0.045 0.292 0.006

5,000 Minimum 0.000 0.000 �0.030 0.000 �0.060 0.000 �0.020
Maximum 0.999 1.000 0.020 1.000 0.390 1.000 0.020
Mean 0.499 0.499 0.000 0.499 0.000 0.499 0.000
Std. deviation 0.291 0.291 0.006 0.294 0.044 0.291 0.006

Note: For readability only situations with ncases 5 100 or 5,000 are shown.
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error around the regression line. Not only that, but this
method seems sensitive to misspecification of the variance:
when we simulated error terms from a w2 instead of a

normal, but ignored this in the analyses, then Method 2
gave biased and inaccurate results, whereas Method 1
remained unbiased. This suggests that this method also

Fig. 2. Scatterplots of empirical p-values vs. true p-values for Methods 1–3, including 5,000 replicates, 5,000 permutations, and

100 (a, c, e) or 5,000 (b, d, f) cases, when sampling xi from a uniform distribution.
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does not fully condition on the experimental design. As
pointed out earlier, the deficiencies of Method 2 arise
because the new y�-value, which is permuted, contains an
effect due to the ti�bi and this is inappropriately attached
to a different record after permutation.

In Method 1, the average variance of the regression
slope from permuted samples is approximately the same
as the variance of the estimate of the slope from the
simulations. That is, the sampling variance from the
permuted samples reflects the sampling process of the
simulated samples. In Method 2 this is not the case, and
the variance of the estimates of the slope from permuta-
tions is less than the variance of the estimates of the slope
from simulations. This suggests again that Method 2 does
not properly condition on the design.

METHOD 3

Results for Method 3 are given in Figures 1e, f and 2e, f.
Method 3 is the ‘‘best’’ method in that it has the desirable
properties of being unbiased and having the smallest
prediction error. For the biallelic simulated marker,
Methods 2 and 3 are indistinguishable (Table I). However,
when the x variable was sampled from a continuous,
Method 3 had smaller prediction error variance when the
number of permutations was 100 or 500 (Table II).

DISCUSSION

The ascertainment procedure for quantitative traits often
results in heterogeneity of variance. Although this can be
properly modelled and poses no real problem for analysis,
it may complicate evaluation of empirical significance as it
is not obvious what the units of sampling are. We
compared three different permutation procedures to
investigate which method has the most desirable proper-
ties when variances are heterogeneous. We have shown
that the best permutation analysis when variances are
heterogeneous is the one in which the data are adjusted for
the effects of the model and residuals are permuted
against the original fixed effects structure and variance
structure. The aim of a permutation test is to retain the
design of the experiment, including any heterogeneity of
variance, and to simulate y-values under the null hypoth-
esis. Method 3 does this by permuting the residuals but re-
scaling them to match the record to which they are now
attached.
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